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Abstract

The problems of dimension reduction and inference of statigcal dependence are addressed
by the modeling framework of learning gradients. The modelsve propose hold for Euclidean
spaces as well as the manifold setting. The central quantityin this approach is an estimate
of the gradient and the gradient outer product. We relate the gradient outer product to
standard statistical quantities such covariances and proide a simple and precise comparison
of a variety of simultaneous regression and dimensionalityeduction methods. We provide
rates of convergence for both inference of informative diretions as well as inference of
a graphical model of variable dependencies. We illustratette e cacy of the method of
simulated and real data.
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1. Introduction

The problem of developing predictive models given data fromhigh-dimensional physical
and biological systems is central to many elds such as compiational biology. A premise

in modeling natural phenomena of this type is data generatedoy measuring thousands of
variables lies on or near a low-dimensional manifold. This karkens to the central idea of
reducing data to only relevant information that was fundamental in the paradigm of Fisher

(1922) and goes back at least to Adcock (1878) and Edegworth1884). For an excellent
review of this program see Cook (2007). In this paper we exame how this paradigm can
be used to infer geometry of the data as well as statistical deendencies that are relevant
to prediction.
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The modern reprise of this program has been developed in therbad areas of mani-
fold learning and simultaneous dimension reduction and regession. Manifold learning has
focused on the problem of projecting high-dimensional dataonto a few directions or di-
mensions while respecting local structure and distances. Aariety of unsupervised methods
have been proposed for this problem (Tenenbaum et al., 200Roweis and Saul, 2000; Belkin
and Niyogi, 2003; Donoho and Grimes, 2003). Simultaneous diension reduction and re-
gression considers the problem of nding directions that ae informative with respect to
predicting the response variable. These methods can be sumarized by three categories:
(1) methods based on inverse regression (Li, 1991; Cook and aléberg, 1991; Fukumizu
et al., 2005; Wu et al., 2007), (2) methods based on gradientsf the regression function
(Xia et al., 2002; Mukherjee and Zhou, 2006; Mukherjee and Wu2006), (3) methods based
on combining local classi ers (Hastie and Tibshirani, 1996 Sugiyama, 2007). Our focus is
on the supervised problem however we will use the idea of lotastimates that is central to
manifold learning.

The rst main results in this paper are precise statistical relations between the three
approaches. We will show that the gradient estimate is cental to this analysis. Our second
main result is the inference of graphical models based on gdéent estimates. We provide
rates of convergence of the estimated graphical model to itpopulation counterpart. These
rates and the underlying modeling depend not on the sparsityof the graph but on the
rank of the conditional independence matrix or the intrinsic dimension of the gradient on
the manifold supporting the data. Salient properties of the model and the e cacy of the
gradients approach is illustrated on simulated and real da#.

2. A statistical foundation for learning gradients
The problem of regression can be summarized as estimating ¢hregression function
fr(x) = E(YjX = X)

from data D = fL; = (Y;;X;)gL,; whereX; is a vector in a p-dimensional compact metric
spaceX 2X RPandy; 2 R is a real valued output. Typically the data are drawn i.i.d.
from a joint distribution, L; "“* (X:Y). When p is large the response variabley may
depend on a few directions inRP;

Y= £ (X)+ "= g(bi X;ibg X) + (1)

where " is noise andB = (bf;::; bg) is the e ective dimension reduction (EDR) space. In
this case dimension reduction becomes the central problenmi nding an accurate regression
model. In the following we develop theory relating the gradent of the regression function
to the above model of dimension reduction.

2.1 Gradient outer product matrix and dimension reduction

The central concept of this paper is the gradient outer prodict matrix. Assume the regres-
sion function f;(x) is smooth, the gradient is given by
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and the the gradient outer product matrix isa p p matrix with elements

@f  @f
i = =T =T ; 2
@K@k . @
X
where , is the marginal distribution of the explanatory variables. Using the notation
a b= ab for a;b2 RP, we can write

= E(r fr r f}):

The relation between the gradient outer product matrix and dimension reduction is illus-
trated by the following observation.

Lemma 1 Under the assumptions of the semi-parametric model1), the gradient outer
product matrix is of rank at most d: Denote byfvy;:::;vqg the eigenvectors associated to
the nonzero eigenvalues of the following holds

Lemma 1 states the e ective dimension reduction space can beomputed by a spectral
decomposition of : This motivates dimension reduction methods based on condient es-
timators p of given data D. Several methods have been motivated by this idea either
implicitly (e.g. MAVE in Xia et al. (2002)) or explicitly (e. g. OPG in Xia et al. (2002) and
learning gradients in Mukherjee et al. (2006)).

2.2 Gradient outer product matrix as a covariance matrix

The gradient outer product matrix is de ned globally and its relation to dimension reduction
in Section 2.1 is based on global properties. However, sindbe gradient itself is a local
concept we can also study the geometric structure encoded ithe gradient outer product
matrix from a local point of view.

Another concept central to dimension reduction is the covarance matrix of the inverse
regression function. In Li (1991) the idea of dimension redation using inverse regression
was explored. The central quantity in this approach was the o©variance matrix of the
inverse regression x;y = cov, [E, (X]Y)] which under certain conditions encodes the EDR

The main result of this subsection is to relate the two matrices: and xjy: The rst
observation from this relation is that the gradient outer product matrix is a covariance
matrix with a very particular construction. The second observation is that the gradient
outer product matrix inherently takes local information in to account and thus contains more
information and is more central to dimension reduction than the covariance of the inverse
regression. This is outlined for linear regression and thegeneralized to nonlinear regression.
Proofs of the propositions and the underlying mathematical ideas will be developed in
Section4.1.1.

The linear regression problem is often stated as

y= 'x+" E"=0: (3)

For this model the following relation between gradient estmates and the inverse regression
holds.
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Proposition 2 Suppose(3) holds. Given the covariance of the inverse regression,XjY =
cov, (E, (X]Y)), the variance of the output variable, 3 =var(Y), and the covariance of

the input variables, , =cov(X), the gradient outer product matrix is

2

- 2 ? 1 1.
= 1 z X XjYy x (4)
assuming that , is full rank.
The above result states that the matrices and ., are equivalent modulo a scale

parameter { approximately the variance of the output variable { and a rotation { the
precision matrix (inverse of the covariance matrix) of the input variables. We argue that
the gradient outer product matrix is of greater importance since it contains more information
than the covariance of the inverse regression. It is well knon (Li, 1991; Duan and Li, 1991)
that x;y contains information about the predictive direction =k k but also re ects the
importance of this direction weighted by the variance of the output variable .

In order to generalize Proposition 2 to the nonlinear regresion setting we rst consider
piecewise linear functions. Suppose there exists a non-al@pping partition of the input
space

i=1
such that in each regionR; the regression functionf, is linear

fr(x)= x+"; E"=0 for x 2 R;: (5)
The following corollary is true.

Corollary 3  Given partitions R; of the input space for which(5) holds withE"; = 0; de ne
in each partition R; the following local quantities: the covariance of the inputvariables

i = cov(X 2 Rj), the covariance of the inverse regression ; = cov(E(X 2 R;jY)), the
variance of the output variable |2 =var(YjX 2 Rj). Assuming that matrices ; are full
rank, the gradient outer product matrix can be computed in tems of these local quantities

X 2 2 2y 1
= «(Ri) 71 —+# P (6)
i=1 '
where | (R;) is the measure of partition R; with respect to the marginal distribution , .

If the regression function is smooth it can be approximated ly a rst order Taylor series
expansion in each partition R; provided the region is small enough. Theoretically there

always exist partitions such that equation (6) holds approxmately (i.e., E"; 0), then
X 2 2 2 1
«(Ri) &1 —+ T (7)

i=1

This illustrates the centrality of the gradient outer produ ct in the following sense: it contains
not only information on all the predictive directions but al so their importance by weighting
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them with respect to the variance of the output variables. It is well known the covariance
of the inverse regression may contain only partial informaton on predictive directions and
in degenerate cases wherg(XjY) =0 and hence x;y = 0 contains no information.

This derivation of the gradient outer product matrix based on local variation has two
potential implications. It provides a theoretical comparison between dimension reduction
approaches based on the gradient outer product matrix and oninverse regression. This
will be explored in Section4.1.1 in detail. The integration of local variation will be used to
infer statistical dependence between the explanatory vadbles conditioned on the response
variable in Section 5.

A common belief in high dimensional data analysis is that thedata are concentrated
on a low dimensional manifold. Both theoretical and empirial evidence of this belief is
accumulating. In the manifold setting, the input space is a manifold X = M of dimension
dw p. We assume the existence of an isometric embedding : M ! RP and the
observed input variables ;){L; are the image of points ¢){L; drawn from a distribution
on the manifold: x; = ' (q): In this case, global statistics such as ,,, are not as meaningful
from a modeling perspective. Instead, all one can expect imference of local structure. The
gradient outer product matrix de ned in terms the gradient o n the manifold

= E@ (rmf) d@mf)=Edufrr mf)d)’

is still meaningful from a modeling perspective because gdients on the manifold are de ned
by local structure. Note that the dy dy matrix ym = rmfr, r mfr has a central
meaning in our problem. However, we know neither the manifal nor the coordinates on
the manifold but are only provided points in the ambient space. For this reason we cannot
compute j but we can understand its properties by analyzing the gradiat outer product
matrix in the ambient space, a p p matrix. Details on conditions under which provides
information on \, are developed in Section4.1.2.

3. Estimating gradients

An estimate of the gradient is required in order to estimate the gradient outer product
matrix . Many approaches for computing gradients exist including various numerical
derivative algorithms, local linear smoothing (Fan and Gijbels, 1996), and learning gradients
by kernel models (Mukherjee and Zhou, 2006; Mukherjee and Wu2006). The application
domain we focus on is the analysis of high-dimensional data ih few observations, where
p n. Learning gradients by kernel models was speci cally devaped for this type of
data in the Euclidean setting for regression (Mukherjee andZhou, 2006) and classi cation
(Mukherjee and Wu, 2006). The same algorithms were shown to & valid for the manifold
setting with a di erent interpretation in Mukherjee et al. ( 2006). In this section we review
the formulation of the algorithms and state properties that will be relevant in subsequent
sections.

The motivation for learning gradients is based on Taylor ex@nding the regression func-
tion

fr(u f,)+rf,(x) (u x); for x u;

which can be evaluated at data points &)L,

fr(xi) fe(xp)+rfe(xp) (i xp); for xi  Xj:
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The objective of learning gradients is given dataD = f(y;; xi)giL; simultaneously estimate
the regression functionf, by a function fp and the gradient r f, by the p-dimensional
vector valued function fp.

In the regression setting the following regularized loss factional provides the estimates
(Mukherjee and Zhou, 2006).

De nition 4  Given the dataD = f(x;yi)gL;, de ne the rst order dierence error of
function f and vector-valued functionf™= (fq;:::;f,) on D as

1 X 2
B (f; ) = 2 wyo i PO+ ) (x5 xi)
ihj =1

The regression function and gradient estimate is modeled by

(fo:fp):=arg min Eo(f; D)+ 1kfki + okfkZ ;
(f; 1)

p+1
2H

wherefp and fp are estimates off, andr f, given the data, WSJ is a weight function with
bandwidth s, k kg is the reproducing kernel Hilbert space (RKHS) norm, 1 and » are
positive constants called the regularization parametersthe RKHS nc,};m of a p-vector valued
function is the sum of the RKHS norm of its componentskfkZ = = [, kfikZ .

A typical weight function is a Gaussian ws =exp( k Xj X k?=2s?). Note this de nition
is slightly di erent from that given in (Mukherjee and Zhou, 2006) wheref (x;) is replaced
by y; and only the gradient estimate fp is estimated.

In the classi cation setting we are givenD = f(y;; x;)gL; wherey; 2f 1;1g are labels.
The central quantity here is the classi cation function whi ch we can de ne by conditional
probabilities
(Y =1jx)

W —argmin E (Y (X))

fe(x) = log
where (t) = log(1+ e !) and the sign of f. is a Bayes optimal classi er. The following

regularized loss functional provides estimates for the clssi cation function and gradient
(Mukherjee and Wu, 2006).

De nition 5  Given a sampleD = f(x;;yi)gL; we de ne the empirical error as
EfGD= = w ooy fxg)+ i) i xp)

The classi cation function and gradient estimate given a sanple is modeled by

(fp;fb)=arg min Ey(f; M)+ 1kfkE + okfkE ;
(f;F)2H ™

where ; and » are the regularization parameters.
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In the manifold setting the above algorithms are still valid. However the interpretation
changes. We state the regression case, the classi cation gais analogous (Mukherjee et al.,
2006).

De nition 6 Let M be a Riemannian manifold and' : M ! RP be an isometric em-
bedding which is unknown. DenoteX = ' (M) and Hx = Hg(X). For the sample
D = f(g;yi)gL; 2 (M R)", xi = ' (g) 2 RP, the learning gradients algorithm on
M provides estimates
1 X 2
(fp;fp):=arg min — Wﬁj yi FOx)+ (i) (x5 xi) + 1kfk+ zkf“kﬁ ;
fir2HE™ N ij =1

where fp is a model ford' (r ,, f;) and fp is a model for f,.

From a computational perspective the advantage of the RKHS famework is that in
both regression and classi cation the solutions satisfy a epresenter theorem (Wahba, 1990;
Mukherjee and Zhou, 2006; Mukherjee and Wu, 2006)

X X
fp(x)= io K(X;xi); fo(x)= Ci.p K (X;Xj); (8)
i=1 i=1

with ¢o = (c1p;::isCp) 2 RP ", and p =( 1p;:5 np)' 2 RP. In Mukherjee and
Zhou (2006) and Mukherjee and Wu (2006) methods for e ciently computing the min-
ima were introduced in the setting wherep  n. The methods involve linear systems of
equations of dimensionnd whered n.

The consistency of the gradient estimates for both regressn and classi cation were
proven in Mukherjee and Zhou (2006) and Mukherjee and Wu (206) respectively.

Proposition 7 Under mild conditions (see Mukherjee and Zhou (2006); Mukhgee and Wu
(2006) for details) the estimates of the gradients of the regssion or classi cation function
f converge to the true gradients: with probability greater tn 1

kfp r fke2 Clog 2 5 =

Consistency in the manifold setting was studied in Mukherje et al. (2006) and the rate
of convergence was determined by the dimension of the manifd d,, , not the dimension of
the ambient spacep.

Proposition 8 Under mild conditions (see Mukherjee et al. (2006) for detds), with prob-
ability greater than 1

@)t r  fii:  Clog 2 n
M

where where(d' ) is the dual of the mapd' .
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4. Dimension reduction using gradient estimates

In this section we study some properties of dimension redu@n using the gradient esti-
mates. We also relate learning gradients to previous approzhes for dimension reduction in
regression.

4.1 Linear dimension reduction

The theoretical foundation for linear dimension reduction using the spectral decomposition
of the gradient outer production matrix was developed in Setion 2.1. The estimate of
the gradient obtained by the kernel models in Section 3 proviles the following empirical
estimate of the gradient outer product matrix

A 27 _ 1 X
= cpK“cp = o fo(xi) fo(x); 9)
i=1
where K is kernel matrix with Kj = K (xj; ;). The eigenvectors corresponding to the top

eigenvalues of can be used to estimate the d e ective dimension reduction directions. The
following proposition states that the estimate is consistat.

Proposition 9  Suppose thatf satis es the semi-parametric model (1) and fp is an em-

span(;:::;¢q) ! span(B):
Moreover, the left eigenvectors correspond to eigenvaluedose toO:

Proof By Proposition 7 Aij ! j and hence” ! in matrix norm. By perturbation
theory, the eigenvalues and eigenvectors of converge to the eigenvalues and eigenvectors
of respectively. The conclusions then follows from Lemma 1 |

Proposition (9) is a justi cation of linear dimension reduction using consistent gradient
estimates from a global point of view.

In the next subsection we study the gradient outer product mérix from the local point
of view and provide details on the relation between gradientbased methods and sliced
inverse regression.

4.1.1 Relation to sliced inverse regression (SIR)

The SIR method computes the EDR directions using a generalied eigen-decomposition
problem
xiy — ox - (10)
In order to study the relation between our method with SIR, we study the relation between
the matrices ,,, and .
We start with a simple model where the EDR space contains onlyone direction which
means the regression function satis es the following semparametric model

y=g( "x)+"
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wherek k=1 and E" = 0: The following theorem holds and Proposition 2 is a special
case.

Theorem 10 Suppose that yx is invertible. There exists a constantC such that

If gis a linear function the constantisC = 2 1 —22
Y

Proof It is proven in Duan and Li (1991) that

oy =varCh(y) T

where h(y) = ECTCC W with = E(X) and
X
case, the computation of matrix is direct:

= E[(gY ™)) T
By the assumption , is invertible, we immediately obtain the rst relation with

C = E[(gY Tx)?Nar(h(y)) *:

« Is the covariance matrix of X. In this

If g(t) = at + b; we haveh(y) = {iﬁ’; and consequently
X

2

var(h(y)) = az(TiYX)z :

By the simple fact E(gY "x)?]=a?and 2 =2a% T x + 2, we get
a4( T )2 ( 2 2)2

— X — Y - 2 ?
C= 2 - 2 B 1 Z
Y Y

This nishes the proof. |

Itis apparentthat and . dieronly up to alinear transformation. As a consequence
the generalized eigen-decomposition (10) of with respect to , yields the same rst
direction as the eigen-decomposition of .

Consider the linear case. Without loss of generality suppasX is normalized to satisfy

XjY

= 2|; we see «jv Is the same as up to a constant of about —: Notice that this
factor measures the ratio of the variation of the response tahe variation over the input
space as well as along the predictive direction. This implie that is more informative
because it not only contains the information of the descriptve directions but also measures
their importance with respect to the change of the response ariable y:

When there are more thanone EDR directions as in model (1), wepartition the input

space intol small regionsX = i|:1 R; such that over each regiornR; the response variabley
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is approximately linear with respect to x and the descriptive direction is a linear combination
of the column vectors of B: By the discussion in Section 2.2

X X
= « (Ri) i R Pt

i i=1
where ; is the gradient outer product matrix on R; and ; = cov(E(X 2 RjjY)): In
this sense, the gradient covariance matrix can be regardedas the weighted sum of the
local covariance matrices of the inverse regression funan. Recall that SIR su ers from
the possible degeneracy of the covariance matrix of the invee regression function over
the entire input space while the local covariance matrix of he inverse regression function
will not be degenerate unless the function is constant. Morever, in the gradient outer
product matrix, the importance of local descriptive directions are also taken into account.
These observations partially explain the generality and sme advantages of gradient based
methods.

Note this theoretical comparison is independent of the metlod used to estimate the
gradient. Hence the same comparison holds between SIR andlar gradient based methods
such as mean average variance estimation (MAVE) and outer poduct of gradients (OPG)
developed in Xia et al. (2002).

4.1.2 Theoretical feasibility of linear projections for no nlinear manifolds

In this section we explore why linear projections based on tk gradient outer product matrix
are feasible and have meaning when the manifold structure ismonlinear. The crux of the
analysis will be demonstrating that the estimated gradient outer product matrix "is still
meaningful.

Again assume there exists an unknown isometric embedding dhe manifold onto the
ambient space," : M! RP. From a modeling perspective we would like the gradient
estimate from data fp to approximate d' (r ,, fr) (Mukherjee et al., 2006). Generally this
is not true when the manifold is nonlinear, ' is a nonlinear map. Instead, the estimate
provides the following information about r , f:

d)fp!r m Fr as n'i ;

where (d' ) is the dual of d' , the di erential of ' .

Note that f, is not well de ned on any open set of RP. Hence it is not meaningful
to consider the gradient ofr f; in the ambient spaceRP. Also we cannot recover directly
the gradient of f, on the manifold since we know neither the manifold nor the emiedding.
However we can still recover the EDR directions from the matix "

Assumef; satis es the semi-parametric model (1). The matrix is not w ell de ned but
“is well de ned. The following proposition ensures that the spectral decomposition of”"
provides the EDR directions.

Proposition 11 If v? b forall i =1;::::d; thenvT"v! 0.
Proof Let f~ be the sample limit of fp, that is

nZ Z kx k2 2 0
f~ =arg min e 27 fi(x) f()+T(x) ( x) d,xd, () kfkZ

f2H § M M

10
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By the assumption and a simple rotation argument we can showliatv f =0:
It was proven in Mukherjee and Zhou (2006) thatkfp f kg ! 0. A result of this is
for "= cpKcl
vi®v=kv fpkZ 1k v T ki =0:

This implies that vT “v ! 0 and proves the proposition. [ |

Proposition 11 states that all the vectors perpendicular tothe EDR space correspond to
eigenvalues near zero of'and will be Itered out. This means the EDR directions can be
still found by the spectral decomposition of the estimated gadient outer product matrix.

4.2 Nonlinear projections: gradient based di usion maps (G DM)

We have focused on linear projections since these are imptleoy the semi-parametric model
in (1). In this section we adapt the gradient learning method to nonlinear projections based
on di usions on graphs. The basic idea is to use local gradigninformation to construct a
random walk on a graph or manifold based on the ideas of di ushn analysis and di usion
geometry (Coifman and Lafon, 2006; Coifman and Maggioni, 206). Random walks on
graphs have been used in many dimension reduction methods @kin and Niyogi, 2003,
2004; Szummer and Jaakkola, 2001; Coifman et al., 2005a,b).

The central quantity in all of these approaches is a di usion operator on the graph
which we designate ad.. This operator is constructed from a similarity matrix W repre-
senting a weighted undirected graph with the edges correspaling to the similarity between
observations. A commonly used di usion operator is the grag Laplacian

X
L=1 D ™wbD ¥, whereDj =  Wj:
i
Dimension reduction is achieved by projection onto a spectil decomposition of the operator
L or powers of the operatorL! which corresponds to running the di usion for some timet.
Note that this approach is not operating in the space of the eplanatory variables but in
the space of observations and so the projection is onto a lirsg combination of observations.

In the case of unsupervised dimension reduction methods shas Laplacian eigenmaps

(Belkin and Niyogi, 2003) similarity functions of the following form are used

) k2
W) =exp 9

In the supervised setting Szlam et al. (2007) proposed the flowing data or function adapted
similarity function
kXi Xj k2 jf (Xi) f (Xj )12

Wi (Xi; X)) = exp ; . ; (11)

where the function evaluationsf (x;) are computed based on a rough estimate of the regres-
sion function from the data.

The utility of nonlinear dimension reduction has been shownto be dramatic with respect
to prediction accuracy in the semi-supervised learning seing where a large set of unlabeled

11
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data, drawn from the marginal distribution, were used to learn the projection and a small
set of labeled data were used to learn the regression functioon the projected data. Of
practical importance in this setting is the need to evaluatethe similarity function on out of
sample data.

Gradient estimates can be used to compute function adaptedisiilarity functions. We
call the di usion maps de ned on these similarity functions gradient based di usion maps
(GDM) . The labeled data is used to compute the gradient estimatef. Given the gradient
estimate the pairwise di erences between function values o all the labeled and unlabeled
data is evaluated based on the following symmetrized estina of the Taylor series

f(xi) f(xp) %(rf(xi)+rf(xj)) (xi)  f(xj); forx; x;:

This evaluation is possible on both the labeled as well as uabeled data because we can
evaluate the gradient at any point. The di erences are then used to evaluate equation (11).

In Appendix A we provide empirical comparisons that show tha the GDM performs
much better than the unsupervised di usion maps with resped to classi cation accuracy
on a benchmark data set. We also nd the performance of the GDMis comparable to that
of the function adapted di usion maps in Szlam et al. (2007).

The feasibility of the gradient based diusion map is based m the accuracy of the
following rst order Taylor expansion on the manifold

f(xi) f(xp) r ,f(xi) v, forvy O

where vj 2 Ty;M is the tangent vector such that x; = Exp, (vj) where Exp,, is the
exponential map at xj( see do Carmo (1992); Mukherjee et al. (2006) for details). W
cannot computer ,, f so usefp instead. The following proposition states that estimates d
the function value di erences between two can be accuratelyestimated from the gradient
estimate .

Proposition 12  The following holds
fr(xi) fr(x)) fo(xi) (X xj); for xi xj:
Proof By the fact x; x; d' (vj) we have
fo(xi) (xi  Xj) hfo(xi);d (vij)i =Nd ) (Fo(xi));vii hr, fr(xi);vii

which implies the conclusion. [ |

5. Graphical models and conditional independence

A natural idea in multivariate analysis is to model the conditional independence of a multi-
variate distribution using a graphical model over undirected graphs. The theory of Gauss-
Markov graphs (Speed and Kiiveri, 1986; Lauritzen, 1996) wa developed for multivariate
Gaussian densities

p(x) / exp :—ZLXTJX +h'x ;

12
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where the covariance is] ! and the meanis = J h. The result of the theory is that the
precision matrix J, given by J = Xl, provides a measurement of conditional independence.
The meaning of this dependence is highlighted by the partialcorrelation matrix Ryx where
each elementR; is a measure of dependence between variablésand j conditioned on all
other variables S and i 6 |

cov(x;; % jS™)
<

Rjj = —_—
0 var(xijS¥) var(x;jS¥)

The partial correlation matrix is typically computed from t he precision matrix J

p__
Rij = Jij = Jii Jjj .

In the regression and classi cation framework inference othe conditional dependence
between explanatory variables has limited information. Much more useful would be the
conditional dependence of the explanatory variables contioned on variation in the response
variable. In Section 2 we stated that both the covariance of he inverse regression as well
as the gradient outer product matrix provide estimates of the covariance of the explanatory
variables conditioned on variation in the response variabd. Given this observation the
inverses of these matrices

- 1 - 1.
ijy— X Y andJ = ;

provide evidence for the conditional dependence between planatory variables conditioned
on the response. We focus on the inverse of the gradient outgroduct matrix in this paper
since it is of use for both linear and nonlinear functions.

The two main approaches to inferring graphical models in hidp-dimensional regression
have been based on either sparse factor models (Carvalho ek, a2008) or sparse graphical
models representing sparse partial correlations (Meinshasen and Buhlmann, 2006). Our
approach diers from both of these approaches in that the reponse variable is always
explicit. For sparse factor models the factors can be estimad independent of the response
variable and in the sparse graphical model the response vable is considered as just another
node, the same as the response variables. Our approach andehsparse factor models
approach both share an assumption of sparsity in the number bfactors or directions but
not of sparsity of the partial correlations between variables in the sparse graphical models
approach.

Our proof of the convergence of the estimated conditional deendence matrix ()} 1
to the population conditional dependence matrix ! relies on the assumption that the
gradient outer product matrix being low rank. This again highlights the di erence between
our modeling assumption of low rank versus sparsity of the caditional dependence matrix.
Since we assume that both and “are singular and low rank we use pseudo-inverses in
order to construct the dependence graph.

Proposition 13 Let 1 be the pseudo-inverse of . Let the eigenvalues and eigenvectors
of " be”; and ¢; respectively. If" > 0is chosen so that' = ", = o(1) and", 'k" k= o(1),
then the convergence

AR B

13



Wu et al

holds in probability.

Proof We have proved in Proposition 9 that k™

eigenvectors of as  andv; respectively. Then

k = o(1). Denote the eigenvalues and

it = okt K and ko vik= O(k"  K):
By the condition ", 1" k = o(1) the following holds

“i>t=) i>"=22) >0

implying fi : “j >"g f i: ;> Ogin probability. On the other hand, denoting =
minf ;: ;> Og, the condition ", = o(1) implies
fi: ;>0g=fi: g fi:N =29 fi:">"g

in probability. Hence we obtain

fi: i>0g=fi:">"¢g

in probability.
For eachj 2 fi: ;> 0g we have ;" =2 in probability. Then j’\j ! J. 4
i"i  jj=2)! 0:Thus we nally obtain
X Nl X 1,T — 1.
O ! Vi VY = :
Nsn i>0
This proves the conclusion. -

5.1 Results on simulated and real data

We rst provide an intuition of the ideas behind our inference of graphical models using
simple simulated data. We then apply the method to study dep@dencies in gene expression
in the development of prostate cancer.

5.1.1 Simulated data

The following simple example clari es the information contained in the covariance matrix as
well as the gradient outer product matrix. Construct the fol lowing dependent explanatory

variables from standard random normal variables 1;:::; 5 N (0;1)
X1= 15 X2= 1+ 2/ X3= 3+ 4 Xg= 4 X5= 5 4
and and the following response
Y = X1+(Xz+ Xg)=2+"q;

where"; N (0;:5?).

14
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Figure 1: (a) Covariance matrix " x ; (b) Partial correlation matrix Ry ; (c) Graphical model
representation of partial correlation matrix; (d) Gradien t outer product matrix "}
(d) Partial correlations R~ with respect to ”* (e) Graphical model representation

of IQA.

We drew 100 observations Xi1; Xi2; Xiz; Xi; Xis; yi)0 from the above sampling design.
From this data we estimate the covariance matrix of the margnals "x and the gradient
outer product matrix " From “x, Figure 1(a), we see thatX; and X, covary with
each other andX 3; X4; X5 covary. The conditional independence matrixRyx , Figure 1(b),
provides information on more direct relations between the oordinates as we see thaiXs
is independent of X3 given X4, X5 ? X 3jX4. The dependence relations are summarized
in the graphical model in Figure 1(c). Taking the response vaiable into account, we nd
in the gradient outer product matrix (Figure 1(d)) the varia bles X, and X, are irrelevant
while X 1;X3; X5 are relevant. The matrix R~ is shown in Figure 1(e) and implies that
any pair of X1; X3; X5 are negatively dependent conditioned on the other and the rgponse
variable Y. The graphical model is given in Figure 1(f).

5.1.2 Genes driving progression of prostate cancer

A major motivation for the graphical model inference we propose is to infer dependencies
between the expression of genes that are relevant to the appeance of a complex phenotype.
This method was used to infer detailed biological models ofumor progression to infer gene
dependencies or putative networks as well dependencies lveten gene sets or pathways in
Edelman et al. (2008). We use progression in prostate canceo illustrate how this method
can be used to posit biological hypotheses.

15
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Our objective will be to understand the dependence structue between genes conditioned
on their di erential expression in progressing from benignto malignant prostate cancer. The
data consists of 22 benign and 32 advanced prostate tumor sgntes. For each sample the
expression level of over 12000 probes was measured where the probes correspond to genes
We eliminated many of those probes with low variation acrossall samples resulting in a 4095
probes or variables. From this reduced data set we estimatedhe gradient outer product
matrix, ’f and used the pseudo-inverse to compute the conditional idependence matrix,
J'= () 1 From the conditional independence matrix we computed the @rtial correlation
matrix R where IQ"- = p“{”—f fori 8 j and O otherwise. We again reduced thdR matrix
to obtain 139 nodes and 4{06 edges corresponding to the largegsartial correlations and
construct the graph seen in Figure 2.

The structure of the partial correlation graph recapitulat es some know biological pro-
cesses in the progression of prostate cancer. The most hightonnected gene is MME
(labeled green) which is known to have signi cant deregulaion in prostate cancer and is
associated with aggressive tumors (Tomlins et al., 2007). \& also observe two distinct clus-
ters annotated in yellow and purple in the graph that we call C; and C, respectively. These
clusters derive their associations principally through 5 gnes, annotated in light blue and
dark blue in the graph. The light blue genes AMACR, ANXA1, and CD38 seem to have
strong dependence with respect to the genes i€, wile C, is dependent on these genes in
addition to the dark blue genes LMAN1L and SLC14A1. AMACR and ANXA1 as well as
CD38 are well-known to have roles in prostate cancer progreson (Jiang et al., 2004; Hsiang
et al., 2004; Kramer et al., 1995). The other two genes LMAN1Land SLC14A1 are known
to have tumorigenic properties and would be candidates fordrther experiments to better
understand their role in prostate cancer.

6. Discussion

The two key ideas in this paper are a precise statistical intepretation of learning gradients
which we use to relate various supervised dimension reduatn methods and the inference of
graphical models based on gradient estimates. We focus mdjnon linear projections and
explain why linear projections can be appropriate even in tle nonlinear manifold setting.
A brief explanation of how gradient estimates can be used fononlinear projections is also
provided. We use simulated and real data illustrate the utility of our approach in the
inference of conditional dependence graphs for predictivexplanatory variables given data.
We also prove convergence of the estimated graphical modebtthe population dependence
graph. We nd this direct link between graphical models and dimension reduction intriguing
and suggest that the manifold learning perspective holds ptntial in the analysis and
inference of graphical models.

16
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Figure 2: Graphical model of genes relevant in tumors progrssing from benign to malignant
prostate tissue. The edges correspond to partial correlagins.
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Appendix A. Empirical results for gradient based di usion m aps

We show that having label information improves the performance of di usion operator with
respect to prediction by comparing nonlinear dimension rediction using the gradient based
di usion map (GDM) to unsupervised di usion maps (DM). The ¢ omparison is on a subset
of the MNIST digits data set (Y. LeCun, http://yann.lecun.com/exdb/mnist/ ). The data
set contains 6Q000 images of handwritten digitsf0; 1; 2; :::; 99, where each image consists
of p=28 28 = 784 gray-scale pixel intensities. We will focus on disdminating a \6"
from a \9", the \69" data set, and \3" from a \8", the \38" data s et. The rst is one of
the more di cult pairwise comparisons.

For both data sets the following procedure was repeated 50 mes. Randomly select
1000 samples from each of the two digits and then provide labbanformation for a few
samples. Then we apply GDM and DM for dimension reduction. Fo DM, we use the
labeled training data as well as the unlabeled test data and e kernel (11) to build the
graph where the kernel parameter ; is self-tuned according to Szlam et al. (2007). For
GDM we rst learn the gradient on the labeled training data and then build the graph
using the function adapted kernel with the parameter , chosen by cross-validation. We
also use cross-validation to select dimensions, between 1 5. We then use the 5-nearest
neighbor algorithm on the low dimensional training data to classify the independent test
data and compute the error rate. The average over the 50 iterions is displayed in Tables 1.
The results indicate that the response dependent method alays outperforms the response
independent methods, though the di erence may be slight whe the data is well separable
(e.g. classifying \6" versus \9").

Labeled points | 20 40 60 100
5vs. 8 DM 8.05% 4.44% 4.15% 3.77%
' GDM 7.24% 3.91% 3.73% 3.43%
6 vs. 9 DM 1.75% 0.09% 0.05% 0.05%
GDM 1.08% 0.09% 0.05% 0.06%

Table 1: Error rates for digits classi cation by GDM and DM.
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