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Abstract

We consider the problem of hierarchical or multitask maoaiglin the regression context where
in addition to the regression function we seek to infer thdarlying geometry and dependence
between variables. We demonstrate how the gradient of tHepheurelated regression functions
over the tasks allow for dimension reduction and infererfogependencies both across tasks and
speci cally for each task. We provide Tikhonov regularipat algorithms for both classi cation
and regression that are ef cient and robust for high-dini@msl data, and a mechanism for incor-
porating a priori knowledge of task (dis)similarity intoigiframework. The utility of this method
to infer geometric structure via dimension reduction, amel inference of dependencies between
predictive variables via graphical models is illustratedifoth simulated and real data.

Keywords: multitask learning, dimension reduction, covariancenaation, inverse regression,
graphical models

1. Introduction

The problem of dimension reduction in the context of regmesmodels is of fundamental interest in
the physical and biological sciences and has a storiedrpifisher, 1922; Hotelling, 1933; Cook,
2007). For much of biological and psychometric data, regioesmodeling needs to be extended
to respect dependencies between observations based oarééngbructural, or general subgroup
structure due to the way the data is collected. Classic ekesgf these regression models fall
under the purview of Bayesian hierarchical models, hidriaad models with mixed effects, and in
the context of machine learning, multitask models. Thesedetsoare closely related and can be
restated as independent models connected by shared hygesrgnd seek to combirgmilar data
for analysis under a single model, rather than each separhi¢his paper we develop a method for
simultaneous dimension reduction and inference of depwstructure for Bayesian hierarchical
or multitask regression models. We rst motivate the methoth an important applied problem in
whole genome analysis or expression analysis in cancetigene



Cancer like many complex traits is a heterogeneous disegsdring the accumulation of muta-
tions in order to proceed through tumorigenesis, and anitapbproblem is to predict and infer the
mechanism for cancer progression. For any particular gaheegenetic heterogeneity of the dis-
ease is caused by two main sources: the stage or phenotyjatioraof the disease and variability
across individuals. A regression model can be built for edisbase state to address the heterogene-
ity across the disease stage and one can select genes teabagdy correlated with progression.
The problem with this strati cation approach is loss of powiee to smaller sample sizes in each
separate model and the fact that few genes or features diodily may be predictive of phenotype.
A natural paradigm to address this loss of power is to borrmength across samples — multitask
learning — and borrow strength across genes — simultaneousndion reduction and regression.
We return to this application in subsection 5.4.2 where we@hthe progression of prostate cancer.

This same problem arises in more classical arti cial ingghce applications such as digit clas-
si cation and text categorization since both documentsiarafes of digits have hierarchical struc-
ture. In subsection 5.2 we illustrate this, demonstrathag inference of the distinction between a
“5" and an “8” helps with discriminating a “3” from an “8.” Inhis case we are borrowing strength
across the digit images and learning linear combinatiors@fis that are predictive subspaces.

The argument behind multitask learning is that poolingteslasamplestéskg together in a
joint analysis can improve predictive accuracy (Evgenibalg 2005; Caruana, 1997; Ben-David
and Schuller, 2003; Obozinski et al., 2006; Argyriou et 2006; Ando and Zhang, 2005; Jebara,
2004), especially under conditions where there are few &sn@ypically in this framework the
idea ofdata similarity is traditionally considered in one of two distinct ways: sh@ a similar
discriminative function, or having variables or featurestttend to covary. Our objective is to model
these two properties of the data conjointly to uncover shateicture between tasks (dependent task
variables) as well as the task speci ¢ structure (indepahtiesk variables).

We will show that this conjoint analysis across tasks as agltlependence structure results
in more accurate predictive models than addressing ea&hirtdvidually. However, a point of
emphasis of this paper is that the inference of the pre@id®ometry and dependencies between
variables is of vital importance to interpret the resultsoof models. This point is stressed in
Section 5 where we use the dimension reduction and grapiicdeling approaches we develop to
infer structure in genomic data, scienti c documents, améges of digits. The key idea that will
enable us to learn this structure is the simultaneous inéeref both the regression (classi cation)
function and its gradient.

2. Statistical Basis for Multitask Gradient Learning

vations are drawn from a task speci ¢ joint distribution @ion, (X ; Yi)™, "% (X;Y). The

input variables are a subspaceR¥f and the output v?giabl‘éit 2 Rforregressionol 2f 1;19g
for classi cation. The total number of samplesis= |, n¢. We will denote the observations from

multitask modeling is to build a regression or classi catifunction,F;(x), for each task that has
a baseline termp(x) over all tasks and a task speci c correctiby(x):

Y= RO+ "= o0+ 100+ 5V No©; ?): (1)



The common as well as task speci ¢ regression functions ianell&aneously learned using dll
observations.

The key idea in multitask gradient learning is providing atireate of the regression functions
ffo; (ft)}L; g and their gradient§fo;r fo; (ft;r f1)L; 0. The gradients provide information both
for dimension reduction as well as the inference of a coowii independence graph for the input
variables. The central assumption in our model is that eagtression function depends on a few
dimensionsd, in RP;

Y = RX)+ "= gBi XX + @

where" is noise andB¢ = (b ;:::; bg) is the effective dimension reduction (EDR) space.

In a series of papers (Mukherjee and Zhou, 2006; Mukherjelevem, 2006; Mukherjee et al.,
2007; Wu et al., 2007a) a formal relation between dimensaiuction and the conditional indepen-
dence of predictive variables was developed. The centrahtify in this relation was the gradient
outer product matrix , ap p matrix with elements
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where , is the marginal distribution of the explanatory variablaestaskt. Using the notation
a b= ab' fora;b2 RP, we can write

t = E(r Ft r Ft):

It was shown in Wu et al. (2007a) that a spectral decompaosidifo can be used to compute
relevant directions for dimension reduction. Under the iseanametric model in equation (2) the
gradient outer product matrix; is of rank at most so the relevant directions are characterized by
thed eigenvectors vy;:::; vqg associated to the nonzero eigenvalues of

It was further shown in Wu et al. (2007a) thathas a natural interpretation in terms of the co-
variance of the inverse regression for each task,y = cov, [E, (X]Y)]. Under certain conditions
the spectral decomposition ofy jy can be used to compute the EDR directi@hs (by;:::;by).

A formal relation between x ;y and can be stated for both linear as well as nonllnear regression

For the linear case

y= "x+" E"=0;

the following holds

2 2
— 2 1 _3_ 1 . 1. (4)

Y
where 3 =var(Y), ?=var("),and , =cov(X) which we assume is full rank.

When the regression function is smooth and nonlinear thar@we of the inverse regression
is less intuitive but the gradient outer product matrix it stformative and can be composed as an
average of Igcal covariances of the inverse regressionhisncase consider partitions of the input
spaceX = ;_; Rj such that the regression functiéi can be approximated in each partition
by a rst order Taylor series expansion. De ne in each patitR; the following local quantities:
the covariance of the input variables = cov(X 2 R;), the covariance of the inverse regression

i = cov(E(X 2 RjjY)), the variance of the output variabl¢ = var( YjX 2 R;). Assuming



that matrices ; are full rank, the gradient outer product matrix can be coregun terms of these
local quantities

X 2 2 2y 1
«(Ri) 1 — P )
i=1 '
These two results suggest that learning the common gradigat product as well as the task
speci ¢ gradient outer products

(fo)
(ft)
(Fo)

E(r fo r fo);
E(r fo 1 fo);
E(r Fe v Fy);

can be used to nd the common and task speci ¢ subspéa8as (Bt)N.; g. We will illustrate the
utility of these subspaces in Section 5.

In Mukherjee et al. (2007); Wu et al. (2007a) the above camichs were shown to extend under
weak conditions to the case where the input space is comtedton a lower dimensional manifold
M, dy p. Details of this extension and the weak conditions undechkviiiholds are stated in
Mukherjee et al. (2007); Wu et al. (2007a).

2.1 Comments

A variety of methods for simultaneous dimension reductiod eegression to nd directions that
are informative with respect to predicting the response&atde have been proposed. These methods
can be summarized by three categories: (1) methods basewensé regression (Li, 1991; Cook
and Weisberg, 1991; Fukumizu et al., 2005; Wu et al., 200@))methods based on gradients of
the regression function (Xia et al., 2002; Mukherjee andZ906; Mukherjee and Wu, 2006),
(3) methods based on combining local classi ers (HastieBEhdhirani, 1996; Sugiyama, 2007). In
this paper we will build upon the approach outlined in Mukkerand Zhou (2006); Mukherjee and
Wu (2006). Mathematical and statistical relations betwsmme of these approaches are developed
in Wu et al. (2007a).

3. Learning Multitask Gradients

3.1 Formulating the optimization problem

These estimates can be used to obtain the gradient outarqinwétrix speci ¢ to each task,(ft),
and the baseline gradient outer product for all taské§?). We will formulate the optimization
problem to estimate functions and their gradients both s cation and regression.
For binary classi cation on a single tasl; 2 f 1;1g, we rst de ne a convex loss function
(t) based on a link function such as the logistic link. Under thiedelF, is real-valued and may
be smooth. For example, in the case of the logistic function

(YFi(x))=log 1+ e YF() -



the classi cation function has a clear statistical intetation (modelling the conditional probability
Prob(yjX) as a Bernoulli random variable)

Prob(y = 1jx)= m:
In this case the classi cation function is

Prob(y = 1jx)

F(x)=In Prob(y = 1jx)

and the gradient df; exists under very mild conditions on the underlying marbdistribution. In
addition, for a rich enough class of functioRsa Bayes optimal classi er exists

Fe=arg min E (x vyl (YiFt(X)l:
Fe2F
Assume thaF; is smooth then the rst order Taylor series expansion istemitas

Fe(x)  Fu(u)+r F¢(x) (x u); forx u: (6)

then given the datB®: = f (xit; yit) g%, , the expected error

Xt
EVFe (X0) Ep (0= = w (i oq)+ Fx) (6 %))

2
N ij =1

is small, whereNi(;js) is a weight function with bandwidtls restricting the locality bywﬁj A
askx; xjk ! 0. Estimates of the classi cation function and its gradieah e computed by
minimizing the above functional with a reproducing kerndbldrt space penalty added for regular-
ization n 0

(fo,;fo,)=arg min By, (fi F)+ 1kfkE + okfkE

(fiP)2H ™
wherefp, andfp, are estimates of; andr Fy, respectivelykfkZ = P P kfik2,and 1; »
are regularization parameters. The bandwidth functionoseg localization of the samples as re-
quired by the Taylor expansion, while the regularizatiorapa@eters provide numeric stability to the
classi cation and gradient functions estimates.

To extend from a single task to multiple tasks we begin withhierarchical model in equation
1)
Fe(x) = fo(x) + fi(x);

and substitute this into equation (6)
Fi(x) fo(u)+r fo(x) (x u)+ fe(u)+r fe(x) (x wu); forx u (7)
This results in an empirical error functional of the form
Xt

1
B, (foife;foif1) = 2 Wijot o Yie  Fo(Xje) + fe(xje) +(Folxje) + fi(Xje)) (Xie  Xjt)
tij=1



wheref andf are vector valued functions and model the gradieritpadndf ; respectively. Since
we want to build a model jointly over all tasks and borrow st across the entire data g&t=
fD1;::;; DN gwe use the average empirical error over the tasks as thefarrctional for the model

e N e e N 1 X f ey
ED f01fftgt:1 lfblfrg[:l = W EDt(f01ft1rOlﬁ)'
i=1
The above functional is regularized by a RKHS penalty resylin the following penalized error
functional which we minimize to obtain our classi cationrfction and gradient estimates

o0, FFoe Oy ;o0 FDe gy = arg ”“”pl E, foiffigl, ;fo;ffal,;
(Feifi) g 2H R

Q (8)
+5 kfokZ + kfokZ + Ntzl kf k2 + kfikZ

The regularization parametersand provide a priori assumptions on task similarity such that
when - becomes small the model puts greater emphasis ol thesks as independent functions
whereas for a large ratio the common model dominates thengation.

The above optimization problem can be considered as a caitxinof the gradient estimation
ideas in Mukherjee and Zhou (2006); Mukherjee and Wu (2006) the Tikhonov regularization
formulation of multitask learning in Evgeniou and PontiD(). The behavior of this optimization
problem with respect to the regularization is identicallattof Evgeniou and Pontil (2004). Note
that there are identi ably issues with the model stated inaipn 7 unless we assume a priori
thatr fo?r fy, i.e. the task corrected gradient is in the null space of trarmmon gradient. This
assumption does not effect the model t but it does effectitierpretation of the model.

3.2 Solving the optimization problem

A key insight in the Tikhonov regularization formulation ofultitask learning in Evgeniou and
Pontil (2004) was that the multitask problem can be restaged single task optimization problem
over all the datdD with a very particular kernel. We will couple this obsenrgatiwith the single
task gradient learning results in Mukherjee and Zhou (200&)kherjee and Wu (2006) to outline
the classi cation and regression multitask gradient l@agralgorithms.

3.2.1 REGRESSION

We begin with regression since the resulting optimizatioobfem is simpler. In the regression
setting we are given observations from the regression mggel F;(Xj:), so we need only estimate
the gradients. Assuming a Gaussian noise model this resuttse following least square task
dependent loss functional

1 Xt 2
Ep,(fo; 1) = 2 Wit Yie  Yie o (Fo(xje) + fe(xjt)) (Xie  Xjt)
tij=1



Minimizing the regularized version of the above error fuocal leads to the following optimization
problem

1 X X )
(fbi0ifpe) = argmin - = Ep (fo; fi) + Ekf”okﬁ o KHkS ©)
(fi)lo 2H | t=1 t=1

The minimizer of this in nite dimensional optimization goem has the following nite dimen-
sional representation

X X X
fo= oti K (Xit; ) fi = i K (Xit; ); (10)

t i i

with the coef cients o.i; c.i 2 RP. This is a direct consequence of Mukherjee and Zhou (2006,
Theorem 5).
Substituting the above representation into equation (8)satting the partial derivatives Gwe
obtain the following linear system which we solve to obtdia toef cients
|

X\I s Xt
Ctj + By K (Xis; Xjt) osi + K(XiesXjt)ey = Yy (11)
s=1 |=1 =1
where
oti = N—Ct;i; (12)
Xt q T
By = FWi;j (Xt X)X Xjt) s
i=1 t
Xt 1
Yyj = —Wij (Vi Yio)(Xie  Xjt):
iz Mt

The linear system in equation (11) can be simpli ed baseddea$ developed in Evgeniou and

t; as the task of the i-th sample. For exampde= Xij1 wheni  nj. Denote by ¢ the Kronecker
delta on tasks,st = 1 if s= t and s = 0 otherwise. De ne the kernel

K((x;s); (x%1)) = K (x;x9 gt st (13)

Let B be thenp np matrix composed by N blocks where thgs;t) block is anngp np
sub-matrix with

| p+ B(K 1p) c= ¥ (14)



wherec = (Cl.1;::1Cly, 3 Ch1i i i Cony it Gt il G, )T

Using results from Mukherjee and Zhou (2006) it can be shdvan the solution of the linear
system (14) results in gradient estimates that minimizedhewing single-task gradient learning
problem

2
f5(x;t) = argmin Wi vy Fat) Ca xg)  + kPKE;
ij =1
where
fo;o(X) + oy (x) = fH(xt);
X
fbo = N foit:
t=1

The linear system (14) isp  np which whenp is large is not practically feasible. However,
this linear system can be reduced torgn n? linear system using the matrix reduction argument
developed for single-task gradient learning in Mukherjed Zhou (2006).

3.2.2 Q.ASSIFICATION

The minimizer of the in nite dimensional optimization prign in equation (8) has the following
nite dimensional representation

X\I Xt Wt
fpo= oti K (Xit s ) fpr = ti K (Xit 5 )

t=1 i=1 i=1

X X (15)
fbo= Co:ti K (Xit; ) o = Cri K (Xit; );

t=1 i=1 i=1

with coef cients oi; i 2 Randcoti; i 2 RP. Thisis a direct consequence of Mukherjee and
Wu (2006, Proposition 4).

Substituting the above representation into equation (8)satting the partial derivatives ®
results in a system of equations equivalent to the following

1 Xt
0 = - Wijj st q i)t g
Nt o
1 Xt
0= = Wisj it O( it )J(Xit Xjt)+ Cyj
Nt iz
oti  ~ N ti
Coti = N—Ct;i
where
h)@— Xs Xt
it = Vit 051 K (Xis; Xjt ) + 1 K (Xt 5 Xt )
s=1 I=1 1=1 '
)a- )QS )(]t |
+ Co;s;l K (XIS;th ) + Ci:| K (X|t ; th ) (Xit th ) :
s=1 1=1 1=1



The above system of equations in@+ 1) n(p+1) system and can be solved using Newton's
method. Note that whepis very large this is not practical.

To address this computational problem we use the idea otieglihe multitask optimization
problem to a single-task optimization problem with a diéetr kernel. This allows us to use the
ef cient solver developed in Mukherjee and Wu (2006). Denby D = f(xi;¥i)i=1:::n0g the

samples rearranged in task order ands the task associated with sampte De ne the same
kernelK as in the regression setting. L& be then; n; matrix with entriesW,(i;j ) = n—lzwi;j t
t

single-task optimization problem can be used to computedkécients for the multitask problem.
The following is a direct result of the computations in Mukkee and Wu (2006, Section 2).

Proposition 1 Consider the following single-task learning gradient peoh
n 0
CEY) - . — ; . 2 2.
(O (X 1) gy (X 1)) = arg gg;ﬂﬁﬂ Eow (@9+ Kok + kg (16)

We have
foo+ fpt = gp(;t) andfo+ i = §(;t): a7

A result of this equivalence is that

X X
fpo= — fpt andfp.g= — ot 18
Di0 = B Dit D0 = B Dit (18)

In Mukherjee and Wu (2006) it was shown that the single-tasklignt problem could be re-
duced to solving @? n? nonlinear system of equations. This has been ef cientlyalusing
Newton's method when is small.

4. Dimension reduction, task similarity, and conditional cependencies

The fundamental quantities inferred in the MTGL framework theN + 1 gradient outer product
matricesf "o; "1; 1 "N 9. These matrices and the subspaces spanned by them will héotbefor
dimension reduction to infer predictive structure as wslllearning graphical models to infer the
predictive conditional dependencies in the data.

In Section 5 we illustrate how we can use these gradient pubeluct matrices to develop more
accurate classi ers as well as better understand the pgieeligeometrical and dependence structure
in the data. This analysis will require three ideas basedergtadient outer product matrices that

we now introduce.

4.1 Dimension reduction

AN

A primary purpose in estimating tH¢ + 1 gradient outer product matricés o; "1; ;"N g is to
estimate the effective dimension reduction subspace écdmmon across task8, in addition to
the effective dimension reduction subspace for each(fgk., . The effective dimension reduction
subspace is the span of the gradient outer pro8uct spar{”;) which is computed by spectral

decomposition of the gradient outer product matrices. Givethe eigenvalue$ (1i) D g)g and



eigenvectord vgi); o ;v,()i)g are computed and the effective dimension reduction sulesgathe

span of the eigenvectors corresponding to eigenvalueseaadtreshold , B, = sparf vl((iz)K g
whereK = fisuchthat, g
The immediate application of the effective dimension réiducsubspaces is to project the data

onto this space and use this lower dimensional representtidr classi cation or clustering.

4.2 Inference of task similarity

In addition to using the effective dimension subspaces éttieb classi cation accuracy, the overlap
between these spaces provides geometric information dbegimilarity or overlap between tasks.
This can be of fundamental interest since a natural questi@sk is how related are the tasks and
what combinations of variables characterize task sintjlatiWe therefore construct a measure of
subspace similarity, or overlap, as a way of measuring ttege@ness of linear subspaces. This
score serves as a summary statistic of task similarity. Veéethus following measure:

Denition 2 Let ; and , betwop psymmetric (gradient outer product) matrices with entries

in R, with B1 a d-dimensional subspace of, andB; a f -dimensional subspace of. Also, let

fvy ;:::;vél) of (11) S ,(;,1)9 andfvgz) :::véz) of (12) S ,(;,z)g be the eigenvectors, eigenvalues

of 1and », respectively. We de ne the subspace overlap score (SOS)aid -, as

P P
SSu 2 N SSy 1 f’zl (1) kPéz)v-(l) K 2 N ip=1 @ kP,Sl)vi(z) ki, 2
2 2 ofp @ 2 P @
i=1 i i=1 i

—

SSscorg.p =

v

(19)

We denoteP,_E” as the orthogonal projection matrix on®,, and determine the subspace using the

top d eigenvectors, for speci ed 2 [0; 1], such that
Pa
| | .
Po @ =

In words, the SOS is the weighted projection of one subspatmeamother. Scores are in the interval
[0; 1], and subspaces with complete symmetric overlap will haseescclose to 1. In the case where
B1 By, we would expec8S; 2 1 and it may therefore be useful to consider the two terms
from (19) separately instead of averaged together.

4.3 Inference of graphical models and conditional dependexes

The theory of Gauss-Markov graphs (Speed and Kiiveri, 18286ritzen, 1996) was developed for
multivariate Gaussian densities to model conditional ddpacies between variables

p(x) / exp %XTJX +h'x ;

where the covariance & * and the meanis = J *h. The result of the theory is that the precision

matrix J, given byJ = Xl, provides a measurement of conditional independence. ¥aongle,
Jjj is said to be conditionally independent given all other alales if Jj; 0. The meaning of

10



this dependence is highlighted by the partial correlaticatrim Rx where each elemerR;; is a
measure of dependence between variablesdj conditioned on all other variables™ andi 6 |

_ cov(xi; x;jS)
Rij - p %‘1 . P
var(x;jS=) var(x;jS™)

The partial correlation matrix is typically computed frotretprecision matrix

Rij = Jij 3, Jjj - (20)

In the regression and classi cation framework inferencéhef conditional dependence between
explanatory variables has limited information. Much mosful would be the conditional de-
pendence of the explanatory variables conditioned on ti@nian the response variable. Since the
gradient outer product matrices provide estimates of thamance of the explanatory variables
conditioned on variation in the response variable overaalks$ and for each task, the inverses of
these matrices

f8i =" ol

provide evidence for the conditional dependence betweplaeatory variables conditioned on the
response over all tasks and for each task. See Wu et al. (R@@7more details on the relation
between inference of conditional dependencies and dimemsduction.

We will use the inferred conditional dependencies to camstsparse graphs that indicate the
dependence structure on simulated and biological data.

5. Experiments

We apply the multitask gradient learning algorithm (MTGb)dimulated and real data for simul-

taneous classi cation and inference of the variable depand structure. We explore the effect of
the regularization parameters in modulating the biasavené trade-off (Hastie et al., 2001) and its
impact on predictive performance. We also compute subspeesap scores to aid in our inter-

pretation of the structures we infer. We restrict our analys the classi cation setting using only

several tasks, although the method generalizes to any muhtsesks.

5.1 Simulation

We construct two tasks containing 40 samples each (20 int]&9 in classl) in a 120-dimensional
space. We generate a data matrix for binary classi catiat tontains features that are common
to both tasks as well as features that are speci ¢ to each tBis& matrix is initialized with back-
ground noise drawn fromlo (0; :2), de ned as normal distributioMNo (; 2). We then generate
samples according to the following table, using the notatibx; as thei-th sample ana! as the

j -th component:

1. task 1, class 1:x; g%
X} No(2;2); forj =1;:::;10; X! No (2;:5); forj =11;:::;20;

i No (2;2); forj =61;:::;70; X No (2;:5); forj =71;:::;80

11



2. task 1, class -1f:x; g'%,

X} No(2;2); forj =91;:::;100; xI No (2;:5); forj =101;:::;110Q

x) No(2;2); forj =31;:::;40; xI  No(2;:5); forj =41;:::;50;
xI No(2;2); forj =61;:::;70; x}  No(2;:5); forj =71;:::;80
4. task 2, class -1:x; g%,
xJ No( 2;2); forj =91;:::;100; x No( 2;:5); forj =101;:::;110

We run MTGL on the simulated data with variations on the ragmation parameters ( ) and
observe their effect on predicting class membership fathallsamples. Recalling our de nition for
the multitask function,

Fi=fo+ f¢

we can observe the parameters' effects on prediction inrEid{b-d] for F; (red) andfq (blue).
Consistent with our expectations, when , the model behaves as if it is one task and we see
f¢ ! 0, Figure 1c. Similarly, when , the model behaves as 2 independent taskd ghd 0,
Figure 1d.

We would also like to observe the effect of the regularizati@rameters on variable selection.
We plot the RKHS norm for the common and task speci ¢ variahising two sets of regularization
parameters (Figure 2). We observe that the method corréifyentiates task speci c components,
and that the common components are re ective of the oventgppask variables. The effect of
component variance on variable selection is also evidemtgeheral, larger regularization terms
will tend to emphasize the mean of the component values s@bsamples, which we observe
with the larger and parameters, Figure 2[a-c]. Conversely, wheand are both small, we
observe the opposite effect which is the selection of coraptswith larger variance, Figure 2[d-f].

We calculate subspace overlap scores (SOS) on this data with95. Between task 1 and
task 2 the computed SOS:ik8, a low score and somewhat non-intuitive given the high degfe
feature overlap. This is an effect of the negative featumeetation which induces orthogonality
in the subspaces. By taking the absolute values of the gradiger product matrices we remove
this effect and obtain a new SOS @f3. For the SOS between task 1 and common, we compute
:82. If we look at the separate terms of the score, we observeSBa§mmon: 7, = :67 and
SSr,1 common = :96. This suggests that the subspace of task 1 is contained taémid®ly within
the common subspace, which is consistent with our congtrucf the data.

5.2 Dimension Reduction on Digits

The MNIST (LeCun) digit database is an important data sdtémbachine learning community for
benchmarking classi cation methods. The data set coneistisousands of hand-written numbers
(0-9) captured as 784-dimension vectors correspondintget@® pixel by 28 pixel image. Allimages
have been centered and normalized. Our experiment use Brend8 digits by considering "3

12
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Figure 3: Digit plots of the top eigenvectors after a decosipmn of the common, task 1, and task
2 GOP matrices.

vs 8' as one task, and 5 vs 8' as a second task. The choice ¢ tligits provides some helpful
intuition: the bottom half of the 3 and 5 are nearly identiahd the top halves, when taken as
a composite, reproduce the top half of an 8. This therefommimes an interesting classi cation
problem. The goal of our experiment is to locate relevanspabes within the predictive paradigm,
and to compare these subspaces across tasks.

We build our data matrixX with a random selection of 50 3's, 50 5's, and 50 8's, wh¥re2

for the common, task 1 (3 vs 8) and task 2 (5 vs 8) models. By etigpalecomposition we can
observe the top eigenvector (corresponding to the larggshealue) for each of these matrices and
compare the important components. We reshape the top eigemback into the 28-by-28 matrix
and plot the components, see Figure 3. The dominant obderfestiures are what we would expect
given the canonical forms of the 3, 5, and 8 - the signi canhooon features are located in the left
lower quadrant of the plot and correspond to the common opem ¢f the 3 and 5 (Figure 3a). We
observe similar patterns in the task speci c plots (Figbg).

We would like to demonstrate that the subspaces obtained the spectral decomposition are
relevant for prediction (classi cation). This is analogoto the well-known PCA regression which
constructs a classi er after projection of the data onto wdp dimensional space. We use the
topl = f1;2;3;4g signi cant eigenvectors to de ne a subspace for our dataj predict class
membership using the MNIST validation set (3, n=1010; 5,928, n=974). Unlike PCA, we
have 3 subspaces in which to operate - common, task 1, an@task we utilize the following
prediction strategy: we run k-nearest neighbors (kNN) icheaf the subspaces separately, and use
the consensus of the largest nearest neighbor values tordie¢ethe class label. We compare our
method's results with PCA regression and support vectorhinas (SVM, Vapnik (1998)), where
the SVM is trained within the original component space. A@ression models and SVM are trained
as'3,5'vs '8

The above experiment is repeated 50 times and summarytisgtige generated. We report
classi cation accuracy as well as standard deviations, Tsdde 1. Here we observe that MTGL
outperforms PCA regression considerably, re ecting theamance of utilizing response variables
for dimension reduction. While MTGL outperforms SVM, thdfeience in accuracy is less sig-
ni cant, although it is important to note that the nal regi@on model for MTGL has many fewer
variables than the SVM model.
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3 5 8 Total
MTGL || 94.3(2.1)| 94.0(2.6) | 82.4(3.7)|| 90.2
PCA-R || 85.7(5.2)| 74.4(13.5)| 72.2(6.9)| 77.6
SVM 94.0(2.2)| 91.9(3.4) | 80.6 (4.3)|| 88.8

Table 1: Digit classi cation after dimension reduction: '3 and 5' V8. Values are percentages (standard
deviations) of prediction accuracy.
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(&) Common (b) Task 1 (Earth Science) (c) Task 2 (Astronomy)
Figure 4. Earth Sciences & Astronomy vs Other. Plots depictesponding embedding of data

using top 2 eigenvectors.

5.3 Science Documents/Words

We now consider a data set of 1047 science articles which éas previously shown to have an
interpretable hierarchical structure (Maggioni and C@fm2007). Each article in the document
corpora is categorized according to one of the following Bjects: Anthropology, Astronomy, So-
cial Sciences, Earth Sciences, Biology, Mathematics, Meelj or Physics. We restrict our analysis
to 2036 words considered most relevant over all the docusnértis yields a document-word ma-
trix where entry(i;j ) is the frequency of wordl in documeni. We formulate a multitask learning
problem from this data by classifying Earth Sciences andohsimy as task 1 and 2, respectively,
against the remaining subjects. We randomly sample 25 dectsirom each of these 3 groups as
input to MTGL and learn the relevant subspaces, as was den@®psly. We plot the 2-dimensional
embedding of the validation data by projection on the topg&miectors (Figure 4). We observe
that with just two dimensions, the categories separate Wslwe would expect, the Earth Science
category is harder to classify since it is more likely to haverlapping terms with subjects such as
Biology and Anthropology.

We next use the gradient outer product matrices to extraiohgly covarying components
(words) by selecting large off-diagonal elements. In gahéne covarying terms we observe have a
natural interpretation with respect to their correspogdnience categories (Table 2). The most sig-
ni cant covarying term for both Astronomy and Earth Sciesatgearth, a term that we recognize as
immediately relevant for both subjects. Within the Astrompotask,earth co-varies with the words
star, galaxy, anduniverse for Earth Sciencegarth strongly co-varies withwater, lake, andocean
(From these results, we are tempted to conclude that thesiglifference between Earth and other
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planets is the presence or absence of water - an idea not etatyptievoid of scienti ¢ merit). In
the “Common” and “Earth Sciences” columns in Table 2, we olesbkiological terms such agene
cell, anddisease Since Biology is the least distinctive category with terspgnning many other
subjects, we would expect to see these uniquely biologazaid for better classi cation. Overall,
these results suggest that our method can successfullythdecovariance structure of variables
within the predictive setting.

Common | Earth Sciences Astronomy
star-earth lake-water planet-star
planet-earth| earth-water star-earth
galaxy-earth gene-cell galaxy-star
planet-star water-year galaxy-earth
earth-water| disease-cell galaxy-planet
disease-cell ice-water astronomer-star
cell-people | ocean-water universe-star
galaxy-star | human-cell astronomer-earth
gene-cell lake-earth astronomer-planet
earth-year sea-water universe-earth

Table 2: Science Documents-Words. Table lists most highly covarygmms obtained from gradient outer
product matrices, witlearthas one of the most signi cant terms. Earth Sciences showetese
covariation with water-related words; Astronomy with péa®@. star terms.

5.4 Graphical Models
5.4.1 SMULATED DATA

We begin with a simple, low-dimensional toy example to iitate the application of the gradient
outer product matrices for graphical models, and speciycélow they can be used to infer the full

conditional dependencies for the common and task specirabkes. We construct the following
dependent explanatory variables from the random normabias 1;:::; s \7 No(0; 1) with

X1= 13X2= 1+ 2;X3= 3+ 4 X5= 5 4

Response data is modeled as 3 separate tasks

Y, = X1+ X3+
Y, = X1+ Xg+
Y3 = X3+ Xg+

where  No(0; :5). We generate 100 samples for each task and use this dataio tht& estimated
covariance matrix"x and estimated gradient outer product matrices,:::; " 3. We compute
partial correlations using equation 20, substituting teeyslo-inverse for the inverse sinCeand
N . . . . .

are rank de cient. InRx we observe signi cant partial correlations between the and X »
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Figure 5: Conditional Dependence Simulation (a) Partialetation of data matrix X. (b-e) Partial
correlation matrices using gradient outer products.

variables, and th& 3, X4, and X variables, Figure 5a. Applying this same calculation to the
gradient outer product matrices, we recover the responpendkent partial correlations, Figures
5[b,c,d,e]. Here, only the variable§;, X 3, andX 5 are depicted as relevant, and the task-speci c
dependencies are correctly recovered.

5.4.2 ROSTATE CANCER

We repeat the previous experiment using microarray exjmeskata obtained from prostate cancer
tumors (Tomlins et al., 2007). Each sample is annotatedrditgpto one of four stages of tumor
progression: benign, low, high, and metastatic. This datdnad been previously analyzed using
multitask techniques to understand the tumorigenic meshaacommon to all stages, as well as
each speci c stage (Edelman et al., 2008). We repeat theriexgetal design using a 3-task clas-
si cation problem: task 1 de ned agbenign! lowg, task 2 aflow ! highg, and task 3 as
fhigh! metastatig. In Edelman et al. (2008), the goal of the analysis was pilyntr identify
important genes that characterized these stage trarssitibising MTGL, we can now study the
dependency structure across all tasks jointly and potnitkentify new sets of co-regulated genes
within the context of cancer progression.

The prostate data set is composed of 22 benign, 12 low gr@degh grade, and 17 metastatic
samples, each sample measuring the expression level ofl@/@00 genes. We eliminate those
genes with low variance across all samples resulting in 499%es or variables. We run the
multitask-gradient algorithm on this data to obtain fouadjent outer product matrices, one for
the common, and one for each of the cancer stage transitiescompute the subspace overlap
scores and report results in Table 3. We infer from theseesctirat the transition from high grade
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to metastatic represents the greatest gene expressiondgmionstrated by the largest value (.62)
across the common model. The next greatest shift is seer inahsition from benign to low grade.
We also observe that tifden! lowg andflow ! highg transitions are highly scored (.63) sug-
gesting that the kind of genetic disregulation betweendlstage transitions may be one of degree
and not kind.

Common Berl Low Low! High High! Met
Common - .29 .18 .62
Ben! Low .29 - .63 41
Low! High .18 .63 - .26
High! Met .62 41 .26 -

Table 3: Prostate Cancer: Subspace Overlap Scores

To explore the genetic dependency structure in ner deweal construct graphical models from
thefben! lowgandfhigh! meig gradient outer products. Since a graphical depiction of all
4095 genes is too complex for visualization purposes hesajse the diagonal of the gradient outer
product matrix to select top ranked genes. The graphs inr€$g8 & 7 recapitulate some of the
biological processes and signi cant genes known in prestaincer. In the center of the rst graph
(ben! low), we observe the gene MME (labeled green) connected tiradr nodes in the graph,
suggesting its strong global dependence. MME has beengpiyicon rmed as strongly differen-
tially expressed in aggressive prostate cancer (Tomliag ,g007). Also in this graph, we observe
two distinct clusters; we label the§€y andC, and annotate them in the graph with red and yellow,
respectively. The genes in clustéy are not connected with each other but do all share an edge with
ENG (labled blue) and MME. Clusté&2,, on the other hand, has many interconnections within the
cluster in addition to connections with MME and ENG. ENG (Bglih) has been previously impli-
cated in vasculature development (angiogenesis), andimortant hallmark of tumor growth. In
clusterC, we identify many well known prostate cancer genes includiMACR, ANXAL, CD38
and TF 3.

In Figure 7 we depict the gene dependency graph forftiigh ! mefy progression. The
labeled is dominated by two genes ABCC4 and PLA2G2A anmbteteed and yellow respec-
tively. ABCC4 has the pseudonym MRP (multi-drug resistaiotgin) and is known to have ele-
vated expression in chemo-insensitive tumors, while PLAR®Gas also been identi ed in malig-
nant prostate cancer (Jiang et al., 2002). The cluster mislstrongly interconnected and contains
several genes with known roles in prostatic tumor growth.

6. Discussion

We have presented a framework for dimension reduction ofivawiate, multitask data in the pre-
dictive setting. In addition to nding relevant subspacesy method is capable of learning the
dependency structure of variables, allowing estimatiotheffull conditional dependency matrix
and the construction of graphical models. Our method isdasethe simultaneous learning of
the regression function and its gradient, formulated aseali combination of common and task
speci ¢ components. Assuming smooth functions over aks$asve can use the Taylor expansion
to estimate gradients.
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Figure 6: Graphical Model of Prostate Cancer: Benign vs Loadg.

Figure 7: Graphical Model of Prostate Cancer: High-gradMesastatic.
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We have shown that dimension reduction can yield subsphe¢potentially improve classi -
cation accuracy, as was demonstrated with the digits dateriement. However, we do not believe
that gradient methods for dimension reduction will alwaye@cessarily outperform state-of-the-art
classi cation methods such as support vector machinesonmessituations classi cation accuracy
is paramount, over and above inference of dependency steyt¢hereby requiring a parsimonious
model with respect to the number of estimated parametersQccam's razor. In this paper, the
point of classi cation was to emphasize the relevance ofsiliigspaces obtained for the joint distri-
bution (X;Y ), and that explicit modeling of the response variables fanatision reduction can
outperform cases where only the marginal distributi¢X ) is considered.

Moreover, we believe a single, consistent framework is ntlegrable than multiple disjointed
models. While we can imagine methods that consider singkstaeparately which then combine
results in a post-hoc manner, the ef ciency and interpriéitglyained by a conjoint analysis makes
hierarchical and multitask models generally preferable.

The method presented in this paper is based on Tikhonovaegation with an RKHS norm.
This allows for the estimates to be effective in high-dinienal problems. However, the use of
regularization introduces added parameters that mustrelith learned or set given soraepriori
knowledge. In the case of classi cation or regression, tteueacy of the model assessed by cross-
validation or generalized approximate cross-validatiG®CV) can be used to set the parameters.
The MTGL setting introduces additional complexity whereid®ns concerning emphasis of com-
mon or task speci ¢ structure must be made. We do not beliegdigtion accuracy alone is capable
of resolving this in many circumstances, and remains an@repen research.

Parametrization choices need not re egbriori knowledge of task similarity; another consider-
ation is thea posteriorianalysis. This suggests the development of a coherent Baykeamework
for MTGL to allow for a posterior distribution on the reguitzation parameters and to generalize
the types of norms in the regularization terms to a broadesscbf priors. For MTL a Bayesian
model was explored in Xue et al. (2007). Integrating the sdigam Xue et al. (2007) with the
non-parametric Bayesian kernel models developed in Liaag) €007) should provide a modeling
framework for a Bayesian analysis and estimates of unceytai
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